Investigations for Introducing Mathematically Inclined Students to Statistics      
Allan Rossman (arossman@calpoly.edu) and Beth Chance (bchance@calpoly.edu)

Cal Poly, San Luis Obispo

Student Audience: 
Introductory statistics course for mathematically inclined students (e.g., post-calculus course for mathematics and statistics majors, including future secondary teachers and perhaps strong science majors, engineering, computer science majors).

Principles:
· Put students in the role of active investigator

· Motivate with real studies, genuine data

· Emphasize connections among study design, inference technique, scope of conclusions

· Use simulations frequently to reinforce concept of long-run behavior and motivate mathematical underpinnings and as a problem solving tool

· Use a variety of computational tools

· Investigate mathematical underpinnings

· Introduce probability “just in time”

· Experience entire statistical process over and over

· Provide a combination of immediate corrective formative and summative evaluation of key concepts

Example Investigations
· Investigation 1: Sleep Deprivation and Visual Learning – Simulating Randomization Test
· Investigation 2: Sampling Words - Bias, Random Sampling, Sampling Variability
· Investigation 3: Kissing the Right Way – Confidence Intervals, Coverage Rates

· Investigation 4: Sleepless Drivers – CI for Odds Ratio

For More Information
Applets, data files, other resources:

www.rossmanchance.com/iscam/

Faculty development workshop (July 18-22, 2005):

www.rossmanchance.com/prep/workshop.html

Review copies of text:


www.duxbury.com

Investigation 1: Sleep Deprivation and Visual Learning
Researchers have established that sleep deprivation has a harmful effect on visual learning. In a recent study, Stickgold, James, and Hobson (2000) investigated whether subjects could “make up” for sleep deprivation by getting a full night’s sleep in subsequent nights. This study involved randomly assigning 21 subjects (volunteers between the ages of 18 and 25) to one of two groups: One group was deprived of sleep on the night following training with a visual discrimination task, and the other group was permitted unrestricted sleep on that first night. Both groups were allowed unrestricted sleep on the following two nights and then were retested on the third day. Subjects’ performance on the test was recorded as the minimum time (in milliseconds) between stimuli appearing on a computer screen for which they could accurately report what they had seen on the screen. Previous studies had shown that subjects deprived of sleep performed significantly worse the following day, but it was not clear how long these negative effects would last. The data are presented here (a negative value indicates a decrease in performance):
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e. Is it possible that the differences seen here could have occurred just by chance variation, due to the random assignment of subjects to groups, even if there were really no effect of the sleep condition on improvement?

As with the Friendly Observers experiment from Chapter 1 (Investigation 1.5.1), we again need to judge how much evidence the experimental data provide in support of the researchers’ conjecture that sleep deprivation has a harmful effect on learning. We are now working with a quantitative response variable rather than a categorical one, but we will use the same basic logic of statistical significance: We will ask whether the observed experimental results are very unlikely to have occurred by chance variation if the explanatory variable has no effect, that is, if the two groups are interchangeable. The general technique is to simulate a randomization test: We will take the experimental results, randomly assign them between the two groups, see whether randomization alone produces an outcome as extreme as in the actual research study, and repeat this process a large number of times.

f. On each of 21 index cards write one of the learning improvement values. Then shuffle up the cards and deal out 11 of them to represent the subjects randomly assigned to the “sleep-deprived” group. Calculate the mean and median of the improvements in this group (feel free to use Minitab). Also calculate the mean and median of the improvements for the other 10 subjects, representing those who were randomly assigned to the “unrestricted-sleep” group. Then calculate the difference in group means and difference in group medians, subtracting in the same order as before.

j. Open the Minitab worksheet SleepDeprivation.mtw and enable commands. Notice that C1 contains the learning improvement values and C2 contains the group designation. Use Minitab to do one repetition of the random assignment of these 21 learning improvement values among the two groups by typing:

MTB> sample 21 c2 c3 

Randomizes the contents of C2, storing results in C3

MTB> unstack c1 c4 c5; 
Separates the values in C1 into 2 columns

SUBC> subs c3. 


using the group labels assigned in C3

Determine the two group means and calculate their difference. MTB> let c6 = mean(c4)–mean(c5)

o. Does the design of this study allow you to conclude that the reduction in learning improvement is due to the sleep deprivation? Explain.

Investigation 2: Sampling Words

a. Circle 10 representative words in the following passage.

     Four score and seven years ago, our fathers brought forth upon this continent a new nation: conceived

in liberty, and dedicated to the proposition that all men are created equal. 

     Now we are engaged in a great civil war, testing whether that nation, or any nation so conceived and so dedicated, can long endure. We are met on a great battlefield of that war. 

     We have come to dedicate a portion of that field as a final resting place for those who here gave their lives that that nation might live. It is altogether fitting and proper that we should do this. 

     But, in a larger sense, we cannot dedicate, we cannot consecrate, we cannot hallow this ground. The brave men, living and dead, who struggled here have consecrated it, far above our poor power to add or detract. The world will little note, nor long remember, what we say here, but it can never forget what they did here.

     It is for us the living, rather, to be dedicated here to the unfinished work which they who fought here have thus far so nobly advanced. It is rather for us to be here dedicated to the great task remaining before us, that from these honored dead we take increased devotion to that cause for which they gave the last full measure of devotion, that we here highly resolve that these dead shall not have died in vain, that this nation, under God, shall have a new birth of freedom, and that government of the people, by the people, for the people, shall not perish from the earth.

The authorship of literary works is often a topic for debate. Were some of the works attributed to Shakespeare actually written by Bacon or Marlowe? Which of the anonymously published Federalist Papers were written by Hamilton, which by Madison, which by Jay? Who were the authors of the writings contained in the Bible? The field of “literary computing” examines ways of numerically analyzing authors’ works, looking at variables such as sentence length and rates of occurrence of specific words.

The passage is of course Abraham Lincoln’s Gettysburg Address, given November 19, 1863 on the battlefield near Gettysburg, Pennsylvania. In characterizing this passage, we would ideally examine every word. However, often it is much more convenient and even more efficient to examine only a subset of words. In this case, you will examine data for just 10 of the words. We are considering this passage to be a population of 268 words, and the 10 words you selected are therefore a sample from this population.
d. Construct a dotplot of the distribution of the word lengths in your sample. Also calculate the sample mean length and describe the characteristics of this distribution. (Remember to label your plot and to relate your comments to the context.) What are the observational units in this graph?
[image: image2.emf]
k. Construct a dotplot or histogram combining the average length of words in your sample with those of your classmates. Be sure to label the horizontal axis, and also indicate where the population mean falls. What are the observational units in this graph? Describe the distribution of these sample means, particularly with regard to where the population average falls.
[image: image3.emf]
Next: “Sampling Words” applet at http://www.rossmanchance.com/iscam/data1/files.html

Investigation 3: Kissing the Right Way

Most people are right-handed and even the right eye is dominant for most people. Molecular biologists have suggested that late-stage human embryos tend to turn their heads to the right. German biopsychologist Onur Güntürkün (2003) conjectured that this tendency to turn to the right manifests itself in other ways as well, so he studied kissing couples to see if both people tended to lean to their right more often than to their left. He and his researchers observed couples from age 13 to 70 in public places such as airports, train stations, beaches, and parks in the United States, Germany, and Turkey. They were careful not to include couples who were holding objects such as luggage that might have affected which direction they turned. In total, 124 kissing pairs were observed.
e. Dr. Güntürkün noted that about 2/3 of people have a dominant right foot, or eye, and conjectured that people would exhibit a similar tendency of “right-sidedness” when kissing. Use the “Simulating Binomial Distribution” applet to determine whether there is statistically significant evidence that the probability of a kissing couple turning to the right differs from 2/3. (Hint: Use the two-sided p-value.) Adjust your analysis in (d) to reflect this conjecture
We can employ a “trial-and-error” type of approach to determine which values of  appear plausible based on what we observed in the sample. This involves testing different values of  and seeing whether the corresponding two-sided p-value is larger than .05. That is, we will consider a value plausible for  if it does not make our sample result look surprising. 
c. You found in the previous investigation and practice problem that .5 and .75 do not appear to be plausible values for p, but .67 and .70 do because the two-sided p-values are larger than .05. Determine the values of  such that observing 80 of 124 successes or a result more extreme occurs in at least 5% of samples. (Hints: Use values of  that are multiples of .01 until you can find the boundaries where the two-sided p-values change from below .05 to above .05.)
d. Open the “Simulating Confidence Intervals” applet. Set the value of to be .45 and n to be 25.

Click “Sample.” Click on the interval to see the sample proportion obtained (at the bottom). Use this sample proportion to verify the calculation of the endpoints of the interval displayed. Does this interval capture .45?
To investigate what happens in the long run, we will take many more random samples and

construct a confidence interval for from each.

g. Change the number of intervals from 1 to 198 and click “Sample.” What percentage of the 200

intervals capture .45? (Hint: See the “Running Total.” We will refer to this as the coverage rate.)
o. Conjecture how the intervals and the coverage rate will change if we increase the sample size from n=25 to n =75.
p. Make this change in the applet and click “Sample.” Comment on how the intervals change.

Is the coverage rate still approximately 95%? Were your conjectures correct? Explain.
Now open the “Simulating t Confidence Intervals” applet. Specify 39.8 as the population mean, 10 as the population standard deviation, 50 as the sample size, 200 as the number of intervals, and 90% as the confidence level. Click “Sample.” The dotplot in the upper right is the empirical sampling distribution of the sample means, the dotplot in the lower right is the distribution of the last sample.
i. Change the population distribution from Normal to Exponential and specify the value of  to be 5 with a sample size of 50. Click “Sample.” Now how do the two distributions compare? Explain why each has the shape that it does. Do approximately 90% of the intervals succeed in capturing ?
Investigation 4: Sleepless Drivers
Connor et al. (British Medical Journal, May 2002) reported on a study that investigated whether sleeplessness is related to car crashes. The researchers identified all drivers or passengers of eligible light vehicles who were admitted to a hospital or died as a result of a car crash on public roads in the Auckland, New Zealand region between April 1998 and July 1999. Through cluster sampling, they identified a sample of 571 drivers who had been involved in a crash resulting in injury and a sample of 588 drivers who had not been involved in such a crash as representative of people driving on the region’s roads during the study period. The researchers asked the individuals if they had a full night’s sleep any night during the previous week.
The researchers found that 61 of the 535 “case” drivers who responded to this question (out of 571 identified) and 44 of the 588 “control” drivers had not gotten a full night’s sleep in the previous week.
g. Organize these sample data into a two-way table:
	
	No full night’s sleep in past week
	At least one full night’s sleep in past week
	Sample sizes

	“Case” drivers (crash) 
	
	
	535

	“Control” drivers (no crash) 
	
	
	588


h. Produce and discuss numerical and graphical summaries of these sample data, including the sample odds ratio, denoted by 
[image: image4.wmf]t
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. What do these summaries reveal? Does the sample odds ratio appear to be extreme?
i. Use Minitab to randomly generate 1000 observations from a binomial distribution with  = .09 and n = 535 (Calc > Random Data > Binomial), storing the results in C1, and 1000 observations from a binomial distribution with  = .09 and n = 588, storing the results in C2. Then calculate the odds ratio for each row (pair of samples) as follows:

MTB> let c3=(c1*(588-c2))/(c2*(535-c1))

Produce and discuss numerical and graphical summaries for these simulated odds ratio values. Are they reasonably modeled by a normal distribution? (Hint: Examine a normal probability plot.) Is the mean close to what you would have predicted? Explain.
k. Use Minitab to determine the log-odds ratio for your 1000 simulated samples:

MTB> let c4=log(c3)
Produce and discuss numerical and graphical summaries for these log-odds ratios. Are the log-odds reasonably modeled by a normal distribution? Is the mean close to what you would have predicted? Explain.
m. Construct a 90% confidence interval for the population log-odds based on the sample data.

(Hint: First calculate the sample value of the log-odds. Then go 1.645 standard errors on either side of that value.)
n. Exponentiate these two endpoints of the interval to get a 90% confidence interval for the population odds ratio. Does your interval contain the value 1? Discuss the implications of the interval containing 1 or not.
Summary of Important Points

· Focus on genuine research studies, especially with direct implications for students!


Give students ownership of the analysis.

· Consider issues of randomness early and often.


How often would this happen just by chance?

Explore these uses using simulation, first tactile, then with technology.

Concrete, hands-on

Empower students to write their own programs, see simulation as analysis tool

· Emphasize scope of conclusions and how they follow from the study design.

Present these crucial, challenging concepts early, often

· Continue to focus on study conclusions and how they follow from the study design.

· Lead students to confront common misconceptions head-on.

Ask students to conjecture, explore, explain

· Use a variety of technological tools, especially once students are comfortable with the process.


Provide visual, interactive explorations

User-friendly, ideally tied to the specific context


Especially powerful for having students test conjectures

· Lead students to experience entire process of statistical investigations over and over

Demonstrate the power of statistics and the modern flavor of the discipline.

Focus on the statistical process, way of thinking

e.g., Adjusted Wald, Robustness of t, Bootstrapping (develop the logic)
Example Midterm Questions
Researchers conducted a 1996 study to survey a sample of the population of 1521 Dutch pharmacy managers.  Part of the survey analyzed general features of the manager (e.g., seniority, gender, division of time) and the pharmacy organization.  A set of 333 managers was randomly selected and questionnaires were sent to these managers.   Repeated attempts, over several months, were made to contact any managers who did not respond.  After responses were received, if any errors were found, the surveys were returned to the pharmacists for correction.   

(a) (3 pts) Explain why the researchers went to so much effort to obtain a high response rate from the originally selected set of 333 managers.

With some questions, the characteristics of the sample differed from known population features of Dutch community pharmacies.  For example, in the sample of 146 managers responding to the question, 39 were female.  Data from the Royal Dutch Association for the Advancement of Pharmacy (July, 1996) reports 526 women in the population of 1521 pharmacy managers. 

(b) (4 pts) You are asked whether this difference between the sample and population is alarming or if it could be explained by random sampling variability.  How would you respond?  Provide a statistical justification for your answer. 
(c) (3 pts) Suppose the gender difference was found alarming, explain why you might not necessarily discount the respondents’ answers to other questions (e.g., thoughts about facilities).

Dansinger, Griffith, Gleason, et al. (2005) report on a randomized, comparative experiment in which subjects were randomly assigned to one of two popular diet plans: Atkins and Zone.  These subjects were recruited through newspaper and television advertisements in the greater Boston area; all were overweight or obese with body mass index values between 27 and 42. Below are the resulting weight losses (in kilograms) for the subjects that completed the year-long study.  Negative values indicate weight gain.
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[image: image9.png]variable diet N N* Mean StDev Minimum Q1 Median 03  Maximum
weight loss Atkins 20 0 3.88 6.20 -7.50 -1.08 2.50 8.25 16.70
Zone 26 0 4.88 6.92 -5.00 0.675 3.40 9.30 22.80




(a) (4 pts) Write a few sentences in which you compare and contrast the distributions of weight loss between these two groups.  Make sure you support your statements.

The following macro was used to create an empirical randomization distribution with 1000 repetitions.
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(b) (3 pts) Report the approximate two-sided p-value (explaining how you determined it).  

(c) (4 pts) Explain what conclusions, including about cause and effect and to what population, the researchers should draw from this study.

(d) (4 pts) Suppose the outlier shown in the boxplot is removed from the study.  Indicate whether you think the p-value in (b) would change and if so how (larger or smaller).  Explain briefly.

(e) (3 pts) Suppose the Atkins Diet supporters claim that the weight losses on their diet are more consistent/less variable than those on the Zone diet.  How would you change the above macro to create an empirical randomization distribution to assess whether the observed ratio of group standard deviations (Zone/Atkins) is larger than we might expect by chance?  

(f) (3 pts) Below is such an empirical randomization distribution (with 1000 repetitions).  Use this output to approximate the p-value for this research question.  Clearly explain how you find this p-value.

[image: image6.png]Frequency

180

160

140

120

100

80

60

40

20

166

172

134

45

1 4

145

109

85

76

16

7

—

3

04 05 06 07 08 09 10 11 12 13 14 15 16 1.7 18




�





�





�





�








_1177739166.unknown

